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Deep generative models

Previouis view of DGM (static) [Goodfellow et al. 2014...]

min
ω

D(ωdata|gω#PZ )

New view of DGM (dynamic) Simulate an S/O/PDE [Chen et al.

2018, Song et al. 2021]

Ẋt = →↑εt(Xt), for some learned ↑εt , e.g. NN

Perspective: flow and evolution of prob. measures



Bayesian inference and probabilistic ML

Infer posterior distribution ω of the model parameters ε given data,

Bayes rule: ω(ε|Data) → P(Data|ε) · Prior(ε)

In practice, the exact ω is intractable: approximate inference [Jordan

et al., 1999, Wainwright and Jordan, 2008]

min
µ→A↑P

DKL(µ|ω(ε|Data)).

Gaussian variational inference: µ ↑ N
d ; also Laplace approx.

Sampling / MCMC: generate samples εi
↓ ω, 1

N

∑N
i=1

ϑωi ↔ ω
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ϑωi ↔ ω

Kred(ω) = εKred
tra (ω) + ϑKred

He (ω),

ϖ̇ = →εGred
W

→1
(ϖ)↑ωF (µ(ϖ))→ ϑGred

He
→1

(ϖ)↑ωF (µ(ϖ))

where ϖ = [m,!]↑
Recall Oliver’s talk:



Goal: General-purpose optimization over (probability) measures



Goal: General-purpose optimization over (probability) measures
Type of applications of modeling a measure π



Applications of Sampling & Inference

Input (access to the target)

• samples:

yi → ω (target distribution)

• score function:

V (x) = ↑ log ω(x), ω(x) ↓ e→V (x),

Output (model)

• Sampling / Generative

models:

Produce new draws

xi → ω

• Inference:

Approximate ω by a

parametric family, e.g.

ω(x) ↔ N
(
x | m̂, Ŝ

)

Goal: General-purpose optimization over (probability) measures
Type of applications of modeling a measure π



Applications of Sampling & Inference

Output (model)

• Sampling / Generative models:

Produce new draws

xi → ω

• Inference:

Approximate ω by a parametric family,

e.g.

ω(x) ↑ N
(
x | m̂, Ŝ
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)

Applications of Sampling & Inference

Input (access to the target)

• samples:

yi → ω (target distribution)

• score function:

V (x) = ↑ log ω(x), ω(x) ↓ e→V (x),

Output (model)

• Sampling / Generative

models:

Produce new draws

xi → ω

• Inference:

Approximate ω by a

parametric family, e.g.

ω(x) ↔ N
(
x | m̂, Ŝ

)

Goal: General-purpose optimization over (probability) measures
Type of applications of modeling a measure π

The goal is to find

ω = argmin
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F (µ)

Goal. statistical computation
as optimization over (prob.) measures



Applications of Sampling & Inference

Output (model)

• Sampling / Generative models:

Produce new draws

xi → ω

• Inference:

Approximate ω by a parametric family,

e.g.

ω(x) ↑ N
(
x | m̂, Ŝ
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F = Dω :=

∫
ω

(
dµ

dε

)
dε



Gradient flows over M+: Hellinger / Fisher-Rao

Wasserstein/di↵usion: mass-preserving

Birth-death process 2H2O ⌦ 2H2 + 1O2

Hellinger gradient flows (M+,F ,He)

min
µ2M+

F (µ) +
1

2⌧
He2(µ, µk)

continuous-time ⌧ ! 0 : µ̇ = �µ ·
�F

�µ
[µ]

Example

• [Z and Mielke, 2024] Convergence analysis of KL-inference

min
µ2M+

DKL(µ|⇡) in (P,He)

• variational inference via natural gradient: (spherical) Hellinger

metric tensor gives the Fisher information matrix [Amari, 1998,

Khan and Nielsen, 2018]

• entropic mirror descent in optimization [Nemirovskij and Yudin,

1983, Beck and Teboulle, 2003]
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Mielke-Z. Hellinger-Kantorovich Gradient Flows: Global Exponential Decay of Entropy Functionals. 
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Recent Advances on the analysis of Fisher-Rao flows

The gradient system (P,Dωp (·|ω),FR) generates the flow equation

ε̇ = →ε

(
ϑ→

p(
dε

dω
)→

∫
ϑ→

p(
dε

dω
) dε

)

Recall the ϑp-divergence

Dωp (ε|ω) =

∫
ϑp(

dε

dω
) dε, ϑp(s) :=

1

p(p → 1)

(
sp → p(s → 1)→ 1

)

• Carrillo et al. 2024:
• No geodesic convexity or PL (Polyak-!Lojasiewicz) condition for the

functional KL(·|ω), even if ω is Gaussian

• Su”cient condition: εp-divergence satisfies the PL inequality for

p → 0.

• Mielke & Zhu 2025:
• Power threshold p → 1

2
further refines Carrillo et al. results. (p = 1

2

recovers Fisher-Rao distance.)

• Explicit decay result =↑ dual gradient dominance of Carrillo et al.

2024.
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Mielke-Z. Hellinger-Kantorovich Gradient Flows: Global Exponential Decay of Entropy Functionals. 

Carrillo et al. Fisher-Rao gradient flow: geod. convexity and functional ineq.



Unbalanced transport: Hellinger-Kantorovich a.k.a.
Wasserstein-Fisher-Rao Best of both worlds

Wasserstein: transport/di!usion Fisher-Rao / Hellinger: growth/birth-death

H-K / W-FR [Chizat et al., 2018, 2019, Liero et al., 2018, Kondratyev

et al., 2016] gradient flow:reaction-di!usion eqn.

µ̇ = →ωG→1

W (µ)
εF

εµ
[µ] → ϑG→1

He
(µ)

εF

εµ
[µ] = ωdiv (µ↑εF

εµ
)→ ϑµ

εF

εµ

Previous works only use pure di!usion [Lambert et al. 2022] or pure dilation [Chen et al. 2023]

Variational inference with WFR gradient flows [Liero-Mielke-Tse-Z., in prep; Yan et al. 2023]
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Liero-Mielke-Tse-Z. Evolution of Gaussians in the HK-Boltzmann gradient flow.
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(µ)

εF

εµ
[µ] = ωdiv (µ↑εF

εµ
)→ ϑµ

εF

εµ

Previous works only use pure di!usion [Lambert et al. 2022] or pure dilation [Chen et al. 2023]

Variational inference with WFR gradient flows [Liero-Mielke-Tse-Z., in prep; Yan et al. 2023]

Wasserstein WFR

Liero-Mielke-Tse-Z. Evolution of Gaussians in the HK-Boltzmann gradient flow.
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If F (µ) := KL(µ|ω), can we establish decay of F (µ(t)) over time?
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min
µ

Dωp (µ|ω) in (P or M+,D)

Hellinger–Kantorovich gradient flows: Global exponential decay of entropy functionals 7

Gradient-flow geometry Global exp. decay, & fcn. ineq. for 'p-divergence

Otto-Wasserstein on P
• ⌦ ( Rd bounded Lipschitz, p � 1�1

d
=) Ł with c⇤ > 0

• ⌦ = Rd
, p 2 [1, 2] and (BE) =) Ł with c⇤ = 2cBE

Otto-Wasserstein on
M

+ (Prop. 5.2, 5.3)
@ c⇤ > 0 for Ł; see (LSI-M+)

Hellinger on M
+ (Prop. 3.7) p 2 (�1,

1

2
] () Ł with c⇤ =

1

1�p

Spherical Hellinger on P

(Thm. 4.1)
p 2 (�1,

1

2
] () Ł with c⇤=Mp :=

(
1

1�p
for p 

1

3

p(7�12p)

1�p
for p 2 [1

3
,
1

2
]

Hellinger-Kantorovich
on M

+ (Thm. 5.8)

• p 2 (�1,
1

2
] =) Ł with c⇤ =

1

1�p

• p >
1

2
=) there exists no with c⇤ > 0

• p = 1 and (LSI) =) No Ł; exp. decay is possible

Spherical
Hellinger-Kantorovich on P

(Thm. 4.4)

In general, decay rate c⇤ = max{↵cŁ-W , �Mp}

(see Thm. 4.4). Specifically:
• p 2 (�1,

1

2
] =) Ł with c⇤ =

1+2p

1�p

• ⌦ ( Rd bounded Lipschitz, p 2 (�1, 1/2] [ [1� 1

d
,1)

=) Ł with c⇤ > 0
• ⌦ = Rd

, p 2 [1, 2] and (Ł-W) =) Ł with c⇤ = 2cŁ-W

Table 3: Summary of results for Łojasiewicz inequalities for 'p-divergence energy functional F (µ) =R
'p(dµ/d⇡)d⇡ in different dissipation geometries; see (7) for the definition of 'p. The p = 1 case,

the KL divergence, corresponds to the well-known logarithmic Sobolev inequality (LSI). Remarkably,
using the (S)He or (S)HK geometry, the dimension restriction p > 1�1

d
in the Wasserstein setting can

be circumvented.

Other related works While there are a few works analyzing gradient flows in the unbalanced trans-
port geometry, such analysis, while valuable in its own rights, has not yet been able to capture the
true strength of the (S)HK gradient flows that this paper showcases. In [LSW23], the focus is the
regime under a uniform lower bound of the initial density ratio ( dµ0/ d⇡); see [LSW23, Theo-
rem 2.3]. Various type of assumptions on the initial measure also exist in the literature, such as
[DoP23, RJ⇤19]. From this paper’s perspective, such characterizations are local and in contrast to
this paper’s global analysis. We also refer to [Chi22] for a different type of analysis where he shows
that the HK gradient flows of certain functionals, under the assumption of a dense initialization con-
dition, converge to states that satisfy a local Łojasiewicz inequality. A few recent works have also
applied the spherical Hellinger-Kantorovich gradient flow with the KL divergence energy functional to
practical statistical inference problems [YWR24, LC⇤22]. [GD⇤24] considered the sampling problem
using the unbalanced transport gradient flow of the so-called maximum-mean discrepancy functional.
They also exploited a Łojasiewicz type inequality to establish the convergence. Furthermore, this gra-
dient flow is later shown by [Zhu24] to be a kernel approximation to the Hellinger-Kantorovich gradient
flow of the forward KL divergence (i.e., '0-divergence). After the initial preprint version of this paper
first appeared on the author’s website on January 21, 2024 (https://jj-zhu.github.io/
file/ZhuMielke24AppKerEntFR.pdf), the preprint [CC⇤24] appeared on arXiv.org
on July 22, 2024. It contains an insightful but different analysis of the convergence of the pure spherical
Hellinger flow (referred to as Fisher-Rao therein); see the discussion in Section 4.

DOI 10.20347/WIAS.PREPRINT.3176 Berlin 2025
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A direct consequence is the following qualitative statement that applies to a large family of
practical energy functionals

Corollary 4.6 The SHK gradient flows converge exponentially globally for the following
energy functionals: KL divergence (p = 1) under LSI, forward KL divergence (p = 0)
unconditionally, ω2-divergence (p = 2) under a !Lojasiewicz inequality, reverse ω2-divergence
(p = →1) unconditionally, and the Hellinger distance (p = 1/2).

5 Hellinger-Kantorovich gradient flows of positive measures M
+

Unlike the spherical counterpart, the HK gradient flows over positive measures M
+ are

more challenging to treat. This is due to the absence of the global LSI type inequalities
for the Otto-Wasserstein flows over positive measures M+, which we discuss in Section 5.1.
Subsequently, we provide the analysis for the HK gradient flow over positive measures
M

+. Concretely, we establish global convergence results for the εp-divergence energy for
p ↑ (→↓, 1/2], as well as for the KL divergence energy (p = 1)using a novel analysis via a
shape-mass decomposition.

5.1 The loss of LSI on positive measures M
+ and a su!cient condition

For the Wasserstein distance, the McCann condition (see, e.g., [1]) shows that Dωp(·| dx)
(i.e., the reference measure is Lebesgue) is geodesically convex only for p ↔ (d→1)/d where
d is the dimension. In [28], necessary and su!cient conditions for the geodesic convexity
of entropy functionals with respect to the HK distance were derived. The upper threshold
p = 1/2 was also observed in the sense that densities with p ↑ [p→, 1/2] ↗ (1,↓) lead to
geodesically convex p-divergences, where p→ = 1/3 for space dimension d = 1 and p→ = 1/2
for d = 2. For d ↔ 3 only the range p > 1 is admitted. However, only the convexity constant
” = 0 has been shown for all p > 1 (i.e., not strongly convex).

To improve on the state-of-the-art analysis, we first provide our result on the HK
#Lojasiewicz in the following corollary. The #Lojasiewicz inequality in the HK geometry
over positive measures M+ reads, for ϑ,ϖ > 0,

∫ (
ϑ

∣∣∣∣↘
ϱF

ϱµ
[µ]

∣∣∣∣
2

+ ϖ

∣∣∣∣
ϱF

ϱµ
[µ]

∣∣∣∣
2
)

dµ ↔ ϖc→

(
F (µ)→ inf

ε↑M+
F (ς)

)
. (5.1)

Corollary 5.1 (A su!cient condition for HK flow) For εp-divergence energy F (µ) =
Dωp(µ|φ) with p ↑ (→↓,

1

2
], the !Lojasiewicz inequality (5.1) holds globally over positive mea-

sures M
+ with the constant c→ =

1

1→ p
.

In relating those results to previous geodesic convexity results for the HK gradient flows in
Table 1, we first note that geodesic convexity implies #Lojasiewicz inequality but only with
a non-negative constant c ↔ 0. As the dimension increases, Liero et al. [28]’s result and the
McCann condition have an increasing power threshold for the value of p. For dimension
d ↔ 3, their intervals no longer overlap with the threshold of p ≃

1

2
for the global #Lojasiewicz

in the Hellinger geometry. Yet, we are able to provide a further #Lojasiewicz result that is
weaker than [28]’s geodesic convexity condition; see Table 1. In previous works such as

29
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weaker than [28]’s geodesic convexity condition; see Table 1. In previous works such as

29

Observation 1. Even for the KL energy, no PL-
inequality for HK/WFR gradient flows [Mielke-
Z.'25, Kondratyev-Vorotnikov]. 
Transport cannot change mass.
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Figure 7: See Proposition 5.2 for the details of the functional inequality and Otto-
Wasserstein flow of positive measures. In this plot, the density ratio dω

dε
is a

constant. Hence, there is no “Otto-Wasserstein gradient” to drive the curve from
ω towards ε. When initialized at µ, the Otto-Wasserstein flow drives the curve
towards ω.

Proposition 5.3 (Generalized log-Sobolev inequality on M
+) Suppose the logarith-

mic Sobolev inequality (LSI) holds with a positive constant cLSI-P > 0 when restricted to
probability measures (i.e. µ and ε are probability measures). Then, the following inequality
holds for the Otto-Wasserstein gradient flow over the positive measures M

+:
∫ ∣∣∣∣→ log

dµ

dε

∣∣∣∣
2

dµ ↑ cLSI-P ·

(
DKL (µ|ε)↓ (z log z ↓ z + 1)

)
, (LSI-M+)

where z := µ(!) is the total mass of the measure µ. Moreover, we have

∫ ∣∣∣∣→ log
dµ

dε

∣∣∣∣
2

dµ ↑ cLSI-P ·DKL (µ|z · ε) . (5.2)

The intuition here is that the Otto-Wasserstein gradient flow, viewed as a mass-preserving
flow with total mass µ(!), satisfies the LSI type inequality. This is illustrated in Figure 7.

Proof of Proposition 5.3. We have the logarithmic Sobolev inequality (LSI) for the
probability measures µ̃ := 1

z
· µ where z := µ(!) is the mass of µ,

∫
dµ̃

dε

(
→ log

dµ̃

dε

)
2

dε ↑ cLSI-P ·DKL(µ̃|ε).
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A direct consequence is the following qualitative statement that applies to a large family of
practical energy functionals

Corollary 4.6 The SHK gradient flows converge exponentially globally for the following
energy functionals: KL divergence (p = 1) under LSI, forward KL divergence (p = 0)
unconditionally, ω2-divergence (p = 2) under a !Lojasiewicz inequality, reverse ω2-divergence
(p = →1) unconditionally, and the Hellinger distance (p = 1/2).

5 Hellinger-Kantorovich gradient flows of positive measures M
+

Unlike the spherical counterpart, the HK gradient flows over positive measures M
+ are

more challenging to treat. This is due to the absence of the global LSI type inequalities
for the Otto-Wasserstein flows over positive measures M+, which we discuss in Section 5.1.
Subsequently, we provide the analysis for the HK gradient flow over positive measures
M

+. Concretely, we establish global convergence results for the εp-divergence energy for
p ↑ (→↓, 1/2], as well as for the KL divergence energy (p = 1)using a novel analysis via a
shape-mass decomposition.

5.1 The loss of LSI on positive measures M
+ and a su!cient condition

For the Wasserstein distance, the McCann condition (see, e.g., [1]) shows that Dωp(·| dx)
(i.e., the reference measure is Lebesgue) is geodesically convex only for p ↔ (d→1)/d where
d is the dimension. In [28], necessary and su!cient conditions for the geodesic convexity
of entropy functionals with respect to the HK distance were derived. The upper threshold
p = 1/2 was also observed in the sense that densities with p ↑ [p→, 1/2] ↗ (1,↓) lead to
geodesically convex p-divergences, where p→ = 1/3 for space dimension d = 1 and p→ = 1/2
for d = 2. For d ↔ 3 only the range p > 1 is admitted. However, only the convexity constant
” = 0 has been shown for all p > 1 (i.e., not strongly convex).

To improve on the state-of-the-art analysis, we first provide our result on the HK
#Lojasiewicz in the following corollary. The #Lojasiewicz inequality in the HK geometry
over positive measures M+ reads, for ϑ,ϖ > 0,

∫ (
ϑ

∣∣∣∣↘
ϱF

ϱµ
[µ]

∣∣∣∣
2

+ ϖ

∣∣∣∣
ϱF

ϱµ
[µ]

∣∣∣∣
2
)

dµ ↔ ϖc→

(
F (µ)→ inf

ε↑M+
F (ς)

)
. (5.1)

Corollary 5.1 (A su!cient condition for HK flow) For εp-divergence energy F (µ) =
Dωp(µ|φ) with p ↑ (→↓,

1

2
], the !Lojasiewicz inequality (5.1) holds globally over positive mea-

sures M
+ with the constant c→ =

1

1→ p
.

In relating those results to previous geodesic convexity results for the HK gradient flows in
Table 1, we first note that geodesic convexity implies #Lojasiewicz inequality but only with
a non-negative constant c ↔ 0. As the dimension increases, Liero et al. [28]’s result and the
McCann condition have an increasing power threshold for the value of p. For dimension
d ↔ 3, their intervals no longer overlap with the threshold of p ≃

1

2
for the global #Lojasiewicz

in the Hellinger geometry. Yet, we are able to provide a further #Lojasiewicz result that is
weaker than [28]’s geodesic convexity condition; see Table 1. In previous works such as
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Figure 7: See Proposition 5.2 for the details of the functional inequality and Otto-
Wasserstein flow of positive measures. In this plot, the density ratio dω

dε
is a

constant. Hence, there is no “Otto-Wasserstein gradient” to drive the curve from
ω towards ε. When initialized at µ, the Otto-Wasserstein flow drives the curve
towards ω.

Proposition 5.3 (Generalized log-Sobolev inequality on M
+) Suppose the logarith-

mic Sobolev inequality (LSI) holds with a positive constant cLSI-P > 0 when restricted to
probability measures (i.e. µ and ε are probability measures). Then, the following inequality
holds for the Otto-Wasserstein gradient flow over the positive measures M

+:
∫ ∣∣∣∣→ log

dµ

dε

∣∣∣∣
2

dµ ↑ cLSI-P ·

(
DKL (µ|ε)↓ (z log z ↓ z + 1)

)
, (LSI-M+)

where z := µ(!) is the total mass of the measure µ. Moreover, we have

∫ ∣∣∣∣→ log
dµ

dε

∣∣∣∣
2

dµ ↑ cLSI-P ·DKL (µ|z · ε) . (5.2)

The intuition here is that the Otto-Wasserstein gradient flow, viewed as a mass-preserving
flow with total mass µ(!), satisfies the LSI type inequality. This is illustrated in Figure 7.

Proof of Proposition 5.3. We have the logarithmic Sobolev inequality (LSI) for the
probability measures µ̃ := 1

z
· µ where z := µ(!) is the mass of µ,

∫
dµ̃

dε

(
→ log

dµ̃

dε

)
2

dε ↑ cLSI-P ·DKL(µ̃|ε).
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Corollary 5.4 (DKL (µ|µ(!) · ω) is Lyapunov for Otto-Wasserstein-M+) For the mass-
preserving Otto-Wasserstein gradient flow over the positive measures M

+ with the KL di-
vergence energy F (µ) = DKL(µ|ω), the Lyapunov functional DKL (µ|z · ω) (where z := µ(!)
is the total mass of the measure µ) decays exponentially along the flow, i.e.,

DKL(µ(t)|z · ω) → e→cLSI-P ·tDKL(µ(0)|z · ω) and DKL(
1

z
µ(t)|ω) → e→cLSI-P ·tDKL(

1

z
µ(0)|ω)

for t ↑ 0 and the LSI constant cLSI-P as in Proposition 5.3.

This result, combined with the Pythagorean type relation (5.3), shows the Lyapunov func-
tional DKL (µ|z · ω) decays towards the lower bound DKL(z ·ω|ω) = z log z↓ z+1. Further-
more, it implies that, while µ itself does not converge to ω due to Proposition 5.2, the shape

1

µ(!)
µ does converge to the target. Using a similar idea, we next analyze the Hellinger (He)

and the spherical Hellinger (SHe) geometries.
We exploit a special property of the KL divergence, namely, for any constant Z ↔ R+,

the SHe flow of the KL divergence energy DKL(·|Zω) is independent of Z. Yet, in the He
flow of positive measures, the constant Z in the minimization has an impact. This idea can
be easily seen by calculating the gradient flow equation of the He flow

ε̇ = ↓ε log

(
dε

d(Zω)

)
= ↓ε

(
log

(
dε

dω

)
↓ logZ

)
,

i.e., the growth field is indeed a”ected by the scalar Z. In comparison, the scalar Z is
canceled for the SHe flow of probability measures

ε̇ = ↓ε

(
log

(
dε

d(Zω)

)
↓

∫
ε log

(
dε

d(Zω)

))
= ↓ε

(
log

(
dε

dω

)
↓

∫
ε log

(
dε

dω

))
.

Since the Otto-Wasserstein flow is always mass-conserving, this di”erence in He and SHe is
the key for our analysis next, which we term the shape-mass analysis.

5.3 Shape-mass analysis: global KL decay of HK gradient flows

Our starting point is to carefully compare the HK and SHK gradient flows. For the con-
venience, we remember below the associated gradient-flow equations of HK and SHK flows
under the KL energy

µ̇ = ϑ div
(
↗µ+

dµ

dω
↗ω

)
↓ ϖµ log

(
dµ

dω

)
, (HK-KL)

ε̇ = ϑ div
(
↗ε+

dε

dω
↗ω

)
↓ ϖε

(
log

(
dε

dω

)
↓

∫

Rd
ε log

(
dε

dω

)
dx

)
. (SHK-KL)

For the clarity of the analysis, we use the symbol µ for the positive measure in the HK
flow and ε for the probability measure in the SHK flow. We exploit the following simple
observation of those two equations.

Theorem 5.5 (Relation between solutions to HK and SHK equations) If t ↘≃ µ(t)
solves (HK-KL), then t ↘≃ ε(t) = 1

z(t)
µ(t) with z(t) =

∫
Rd µ(t, x) dx solves (SHK-KL).
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A direct consequence is the following qualitative statement that applies to a large family of
practical energy functionals

Corollary 4.6 The SHK gradient flows converge exponentially globally for the following
energy functionals: KL divergence (p = 1) under LSI, forward KL divergence (p = 0)
unconditionally, ω2-divergence (p = 2) under a !Lojasiewicz inequality, reverse ω2-divergence
(p = →1) unconditionally, and the Hellinger distance (p = 1/2).

5 Hellinger-Kantorovich gradient flows of positive measures M
+

Unlike the spherical counterpart, the HK gradient flows over positive measures M
+ are

more challenging to treat. This is due to the absence of the global LSI type inequalities
for the Otto-Wasserstein flows over positive measures M+, which we discuss in Section 5.1.
Subsequently, we provide the analysis for the HK gradient flow over positive measures
M

+. Concretely, we establish global convergence results for the εp-divergence energy for
p ↑ (→↓, 1/2], as well as for the KL divergence energy (p = 1)using a novel analysis via a
shape-mass decomposition.

5.1 The loss of LSI on positive measures M
+ and a su!cient condition

For the Wasserstein distance, the McCann condition (see, e.g., [1]) shows that Dωp(·| dx)
(i.e., the reference measure is Lebesgue) is geodesically convex only for p ↔ (d→1)/d where
d is the dimension. In [28], necessary and su!cient conditions for the geodesic convexity
of entropy functionals with respect to the HK distance were derived. The upper threshold
p = 1/2 was also observed in the sense that densities with p ↑ [p→, 1/2] ↗ (1,↓) lead to
geodesically convex p-divergences, where p→ = 1/3 for space dimension d = 1 and p→ = 1/2
for d = 2. For d ↔ 3 only the range p > 1 is admitted. However, only the convexity constant
” = 0 has been shown for all p > 1 (i.e., not strongly convex).

To improve on the state-of-the-art analysis, we first provide our result on the HK
#Lojasiewicz in the following corollary. The #Lojasiewicz inequality in the HK geometry
over positive measures M+ reads, for ϑ,ϖ > 0,

∫ (
ϑ

∣∣∣∣↘
ϱF

ϱµ
[µ]

∣∣∣∣
2

+ ϖ

∣∣∣∣
ϱF

ϱµ
[µ]

∣∣∣∣
2
)

dµ ↔ ϖc→

(
F (µ)→ inf

ε↑M+
F (ς)

)
. (5.1)

Corollary 5.1 (A su!cient condition for HK flow) For εp-divergence energy F (µ) =
Dωp(µ|φ) with p ↑ (→↓,

1

2
], the !Lojasiewicz inequality (5.1) holds globally over positive mea-

sures M
+ with the constant c→ =

1

1→ p
.

In relating those results to previous geodesic convexity results for the HK gradient flows in
Table 1, we first note that geodesic convexity implies #Lojasiewicz inequality but only with
a non-negative constant c ↔ 0. As the dimension increases, Liero et al. [28]’s result and the
McCann condition have an increasing power threshold for the value of p. For dimension
d ↔ 3, their intervals no longer overlap with the threshold of p ≃

1

2
for the global #Lojasiewicz

in the Hellinger geometry. Yet, we are able to provide a further #Lojasiewicz result that is
weaker than [28]’s geodesic convexity condition; see Table 1. In previous works such as
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Figure 7: See Proposition 5.2 for the details of the functional inequality and Otto-
Wasserstein flow of positive measures. In this plot, the density ratio dω

dε
is a

constant. Hence, there is no “Otto-Wasserstein gradient” to drive the curve from
ω towards ε. When initialized at µ, the Otto-Wasserstein flow drives the curve
towards ω.

Proposition 5.3 (Generalized log-Sobolev inequality on M
+) Suppose the logarith-

mic Sobolev inequality (LSI) holds with a positive constant cLSI-P > 0 when restricted to
probability measures (i.e. µ and ε are probability measures). Then, the following inequality
holds for the Otto-Wasserstein gradient flow over the positive measures M

+:
∫ ∣∣∣∣→ log

dµ

dε

∣∣∣∣
2

dµ ↑ cLSI-P ·

(
DKL (µ|ε)↓ (z log z ↓ z + 1)

)
, (LSI-M+)

where z := µ(!) is the total mass of the measure µ. Moreover, we have

∫ ∣∣∣∣→ log
dµ

dε

∣∣∣∣
2

dµ ↑ cLSI-P ·DKL (µ|z · ε) . (5.2)

The intuition here is that the Otto-Wasserstein gradient flow, viewed as a mass-preserving
flow with total mass µ(!), satisfies the LSI type inequality. This is illustrated in Figure 7.

Proof of Proposition 5.3. We have the logarithmic Sobolev inequality (LSI) for the
probability measures µ̃ := 1

z
· µ where z := µ(!) is the mass of µ,

∫
dµ̃

dε

(
→ log

dµ̃

dε

)
2

dε ↑ cLSI-P ·DKL(µ̃|ε).
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Corollary 5.4 (DKL (µ|µ(!) · ω) is Lyapunov for Otto-Wasserstein-M+) For the mass-
preserving Otto-Wasserstein gradient flow over the positive measures M

+ with the KL di-
vergence energy F (µ) = DKL(µ|ω), the Lyapunov functional DKL (µ|z · ω) (where z := µ(!)
is the total mass of the measure µ) decays exponentially along the flow, i.e.,

DKL(µ(t)|z · ω) → e→cLSI-P ·tDKL(µ(0)|z · ω) and DKL(
1

z
µ(t)|ω) → e→cLSI-P ·tDKL(

1

z
µ(0)|ω)

for t ↑ 0 and the LSI constant cLSI-P as in Proposition 5.3.

This result, combined with the Pythagorean type relation (5.3), shows the Lyapunov func-
tional DKL (µ|z · ω) decays towards the lower bound DKL(z ·ω|ω) = z log z↓ z+1. Further-
more, it implies that, while µ itself does not converge to ω due to Proposition 5.2, the shape

1

µ(!)
µ does converge to the target. Using a similar idea, we next analyze the Hellinger (He)

and the spherical Hellinger (SHe) geometries.
We exploit a special property of the KL divergence, namely, for any constant Z ↔ R+,

the SHe flow of the KL divergence energy DKL(·|Zω) is independent of Z. Yet, in the He
flow of positive measures, the constant Z in the minimization has an impact. This idea can
be easily seen by calculating the gradient flow equation of the He flow

ε̇ = ↓ε log

(
dε

d(Zω)

)
= ↓ε

(
log

(
dε

dω

)
↓ logZ

)
,

i.e., the growth field is indeed a”ected by the scalar Z. In comparison, the scalar Z is
canceled for the SHe flow of probability measures

ε̇ = ↓ε

(
log

(
dε

d(Zω)

)
↓

∫
ε log

(
dε

d(Zω)

))
= ↓ε

(
log

(
dε

dω

)
↓

∫
ε log

(
dε

dω

))
.

Since the Otto-Wasserstein flow is always mass-conserving, this di”erence in He and SHe is
the key for our analysis next, which we term the shape-mass analysis.

5.3 Shape-mass analysis: global KL decay of HK gradient flows

Our starting point is to carefully compare the HK and SHK gradient flows. For the con-
venience, we remember below the associated gradient-flow equations of HK and SHK flows
under the KL energy

µ̇ = ϑ div
(
↗µ+

dµ

dω
↗ω

)
↓ ϖµ log

(
dµ

dω

)
, (HK-KL)

ε̇ = ϑ div
(
↗ε+

dε

dω
↗ω

)
↓ ϖε

(
log

(
dε

dω

)
↓

∫

Rd
ε log

(
dε

dω

)
dx

)
. (SHK-KL)

For the clarity of the analysis, we use the symbol µ for the positive measure in the HK
flow and ε for the probability measure in the SHK flow. We exploit the following simple
observation of those two equations.

Theorem 5.5 (Relation between solutions to HK and SHK equations) If t ↘≃ µ(t)
solves (HK-KL), then t ↘≃ ε(t) = 1

z(t)
µ(t) with z(t) =

∫
Rd µ(t, x) dx solves (SHK-KL).
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A direct consequence is the following qualitative statement that applies to a large family of
practical energy functionals

Corollary 4.6 The SHK gradient flows converge exponentially globally for the following
energy functionals: KL divergence (p = 1) under LSI, forward KL divergence (p = 0)
unconditionally, ω2-divergence (p = 2) under a !Lojasiewicz inequality, reverse ω2-divergence
(p = →1) unconditionally, and the Hellinger distance (p = 1/2).

5 Hellinger-Kantorovich gradient flows of positive measures M
+

Unlike the spherical counterpart, the HK gradient flows over positive measures M
+ are

more challenging to treat. This is due to the absence of the global LSI type inequalities
for the Otto-Wasserstein flows over positive measures M+, which we discuss in Section 5.1.
Subsequently, we provide the analysis for the HK gradient flow over positive measures
M

+. Concretely, we establish global convergence results for the εp-divergence energy for
p ↑ (→↓, 1/2], as well as for the KL divergence energy (p = 1)using a novel analysis via a
shape-mass decomposition.

5.1 The loss of LSI on positive measures M
+ and a su!cient condition

For the Wasserstein distance, the McCann condition (see, e.g., [1]) shows that Dωp(·| dx)
(i.e., the reference measure is Lebesgue) is geodesically convex only for p ↔ (d→1)/d where
d is the dimension. In [28], necessary and su!cient conditions for the geodesic convexity
of entropy functionals with respect to the HK distance were derived. The upper threshold
p = 1/2 was also observed in the sense that densities with p ↑ [p→, 1/2] ↗ (1,↓) lead to
geodesically convex p-divergences, where p→ = 1/3 for space dimension d = 1 and p→ = 1/2
for d = 2. For d ↔ 3 only the range p > 1 is admitted. However, only the convexity constant
” = 0 has been shown for all p > 1 (i.e., not strongly convex).

To improve on the state-of-the-art analysis, we first provide our result on the HK
#Lojasiewicz in the following corollary. The #Lojasiewicz inequality in the HK geometry
over positive measures M+ reads, for ϑ,ϖ > 0,

∫ (
ϑ

∣∣∣∣↘
ϱF

ϱµ
[µ]

∣∣∣∣
2

+ ϖ

∣∣∣∣
ϱF

ϱµ
[µ]

∣∣∣∣
2
)

dµ ↔ ϖc→

(
F (µ)→ inf

ε↑M+
F (ς)

)
. (5.1)

Corollary 5.1 (A su!cient condition for HK flow) For εp-divergence energy F (µ) =
Dωp(µ|φ) with p ↑ (→↓,

1

2
], the !Lojasiewicz inequality (5.1) holds globally over positive mea-

sures M
+ with the constant c→ =

1

1→ p
.

In relating those results to previous geodesic convexity results for the HK gradient flows in
Table 1, we first note that geodesic convexity implies #Lojasiewicz inequality but only with
a non-negative constant c ↔ 0. As the dimension increases, Liero et al. [28]’s result and the
McCann condition have an increasing power threshold for the value of p. For dimension
d ↔ 3, their intervals no longer overlap with the threshold of p ≃

1

2
for the global #Lojasiewicz

in the Hellinger geometry. Yet, we are able to provide a further #Lojasiewicz result that is
weaker than [28]’s geodesic convexity condition; see Table 1. In previous works such as
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Figure 7: See Proposition 5.2 for the details of the functional inequality and Otto-
Wasserstein flow of positive measures. In this plot, the density ratio dω

dε
is a

constant. Hence, there is no “Otto-Wasserstein gradient” to drive the curve from
ω towards ε. When initialized at µ, the Otto-Wasserstein flow drives the curve
towards ω.

Proposition 5.3 (Generalized log-Sobolev inequality on M
+) Suppose the logarith-

mic Sobolev inequality (LSI) holds with a positive constant cLSI-P > 0 when restricted to
probability measures (i.e. µ and ε are probability measures). Then, the following inequality
holds for the Otto-Wasserstein gradient flow over the positive measures M

+:
∫ ∣∣∣∣→ log

dµ

dε

∣∣∣∣
2

dµ ↑ cLSI-P ·

(
DKL (µ|ε)↓ (z log z ↓ z + 1)

)
, (LSI-M+)

where z := µ(!) is the total mass of the measure µ. Moreover, we have

∫ ∣∣∣∣→ log
dµ

dε

∣∣∣∣
2

dµ ↑ cLSI-P ·DKL (µ|z · ε) . (5.2)

The intuition here is that the Otto-Wasserstein gradient flow, viewed as a mass-preserving
flow with total mass µ(!), satisfies the LSI type inequality. This is illustrated in Figure 7.

Proof of Proposition 5.3. We have the logarithmic Sobolev inequality (LSI) for the
probability measures µ̃ := 1

z
· µ where z := µ(!) is the mass of µ,

∫
dµ̃

dε

(
→ log

dµ̃

dε

)
2

dε ↑ cLSI-P ·DKL(µ̃|ε).
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Corollary 5.4 (DKL (µ|µ(!) · ω) is Lyapunov for Otto-Wasserstein-M+) For the mass-
preserving Otto-Wasserstein gradient flow over the positive measures M

+ with the KL di-
vergence energy F (µ) = DKL(µ|ω), the Lyapunov functional DKL (µ|z · ω) (where z := µ(!)
is the total mass of the measure µ) decays exponentially along the flow, i.e.,

DKL(µ(t)|z · ω) → e→cLSI-P ·tDKL(µ(0)|z · ω) and DKL(
1

z
µ(t)|ω) → e→cLSI-P ·tDKL(

1

z
µ(0)|ω)

for t ↑ 0 and the LSI constant cLSI-P as in Proposition 5.3.

This result, combined with the Pythagorean type relation (5.3), shows the Lyapunov func-
tional DKL (µ|z · ω) decays towards the lower bound DKL(z ·ω|ω) = z log z↓ z+1. Further-
more, it implies that, while µ itself does not converge to ω due to Proposition 5.2, the shape

1

µ(!)
µ does converge to the target. Using a similar idea, we next analyze the Hellinger (He)

and the spherical Hellinger (SHe) geometries.
We exploit a special property of the KL divergence, namely, for any constant Z ↔ R+,

the SHe flow of the KL divergence energy DKL(·|Zω) is independent of Z. Yet, in the He
flow of positive measures, the constant Z in the minimization has an impact. This idea can
be easily seen by calculating the gradient flow equation of the He flow

ε̇ = ↓ε log

(
dε

d(Zω)

)
= ↓ε

(
log

(
dε

dω

)
↓ logZ

)
,

i.e., the growth field is indeed a”ected by the scalar Z. In comparison, the scalar Z is
canceled for the SHe flow of probability measures

ε̇ = ↓ε

(
log

(
dε

d(Zω)

)
↓

∫
ε log

(
dε

d(Zω)

))
= ↓ε

(
log

(
dε

dω

)
↓

∫
ε log

(
dε

dω

))
.

Since the Otto-Wasserstein flow is always mass-conserving, this di”erence in He and SHe is
the key for our analysis next, which we term the shape-mass analysis.

5.3 Shape-mass analysis: global KL decay of HK gradient flows

Our starting point is to carefully compare the HK and SHK gradient flows. For the con-
venience, we remember below the associated gradient-flow equations of HK and SHK flows
under the KL energy

µ̇ = ϑ div
(
↗µ+

dµ

dω
↗ω

)
↓ ϖµ log

(
dµ

dω

)
, (HK-KL)

ε̇ = ϑ div
(
↗ε+

dε

dω
↗ω

)
↓ ϖε

(
log

(
dε

dω

)
↓

∫

Rd
ε log

(
dε

dω

)
dx

)
. (SHK-KL)

For the clarity of the analysis, we use the symbol µ for the positive measure in the HK
flow and ε for the probability measure in the SHK flow. We exploit the following simple
observation of those two equations.

Theorem 5.5 (Relation between solutions to HK and SHK equations) If t ↘≃ µ(t)
solves (HK-KL), then t ↘≃ ε(t) = 1

z(t)
µ(t) with z(t) =

∫
Rd µ(t, x) dx solves (SHK-KL).
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Moreover, if t →↑ ω(t) solves (SHK-KL), then t →↑ µ(t) = ε(t)ω(t) solves (HK-KL) for
suitable functions t →↑ ε(t) independent of the variable x. Furthermore, ε(t) is the solution
to the following equation of mass

ż = ↓ϑz log z ↓ ϑz

∫

Rd
ω log

(
dω

dϖ

)
dx. (Mass-HK)

Proof of Theorem 5.5. The first part of the proposition is straightforward. To derive
the mass equation, suppose µ is a solution to the HK equation (HK-KL). Applying the
chain rule to the time derivative µ̇ = żω+ zω̇, where the shape-mass decomposition µ = zω

is used. Plug this into the HK equation (HK-KL),

żω = ϱ div

(
↔µ+

dµ

dϖ
↔ϖ

)
↓ ϑµ log

(
dµ

dϖ

)
↓ zω̇.

Since the shape ω is a probability measure, we have
∫
ω dx = 1,

∫
ω̇ dx = 0. Then, we

integrate both sides of the above equation to obtain

ż = ϱ

∫
div

(
↔µ+

dµ

dϖ
↔ϖ

)
↓ ϑ

∫
µ log

(
dµ

dϖ

)
dx

IBP
= ↓ϑz log z ↓ ϑ

∫
ω log

(
dω

dϖ

)
dx,

which is the desired mass equation (Mass-HK).

This observation reveals the key to the following shape-mass analysis we will present:
consider a general solution t →↑ µ(t) of (HK-KL) and write it in the form µ(t) = z(t)ω(t)
with the normalized density ω(t) ↗ P(!) describing the shape and z(t) > 0 the total mass.
Using this observation, We can further extend the SHK analysis to general target measure
ϖ ↗ M

+. The ω-equation (SHK-KL) is mass-preserving and invariant under the change
of variable from ϖ to ςϖ with ς > 0. In that case, one expects convergence to the steady
state ςωϖ ↗ P(!), where ςω is a normalizing constant. Hence, we now denote the shape-
mass decomposition of the target ϖ = z→ϖ→ where ϖ→ ↗ P(!). Then, when starting from a
solution t →↑ ω(t) of the mass-preserving flow (SHK-KL) and assuming ϖ→ ↗ P(!), z0 > 0,
and z→ > 0, the mass equation (Mass-HK) reads

ż = ϑ z
(
log z→ ↓DKL(ω|ϖ)↓ log z

)
, z(0) = z0.

Then t →↑ µ(t) = z(t)ω(t) is a solution of (HK-KL) with the initial condition ω(0) = z0ω(0)
for the energy functional DKL( · |z→ϖ→).

To provide a general decay estimate for solutions of (M+(!),HB,HKε,ϑ), we now use the
shape-mass decomposition µ(t, x) = z(t)ω(t, x). As shown in Proposition 5.2 and Proposi-
tion 5.3, LSI cannot hold globally over M

+. Therefore, we use the standard log-Sobolev
inequality but restricted to the probability measures, which is the same as in (LSI) and
recalled here for convenience: for ϖ→ = ςω ϖ ↗ P(!),

↘ cLSI > 0 ≃ ω ↗ P(!) :

∫

!

ω
∣∣↔ log(ω/ϖ→)

∣∣2dx ⇐ cLSIDKL(ω|ϖ→). (LSI-P)
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In the following result, we can see two contributions to the convergence of µ(t) = z(t)ω(t) to
ε = z→ε→, where z→ := ε(!) is the total mass of the target measure and ε→ is a probability
measure, a.k.a. the shape. We now detail the results of the shape-mass analysis for the
HK-KL gradient flow.

We first provide the convergence of the mass variable z(t) to the target mass z→.

Proposition 5.6 (Solution of the mass equation) The equation of mass (Mass-HK)
admits the explicit solution

z(t) = z→

(
z0

z→

)
e
→ωt

e↑h(t)
. (5.6)

where h(t) =
∫
t

0
e↑ω(t↑s)DKL(ω(s)|ε→)ds is an auxiliary function.

If DKL(ω(s)|ε→) → 0 for t → ↑, then h(t) → 0 and z(t) → z→.

Setting H0 = DKL(ω(0)|ε→) and ϑ̂ = ϑcLSI-P , we now deliver the convergence of the
shape ω(t) to the target shape ε→ and the mass z(t) to the target mass z→.

Proposition 5.7 (Shape and mass convergence) The normalized probability measure
ω(t) = 1

z(t)
µ(t) (the shape) converges to the target ε→ exponentially in KL divergence along

the HK gradient flow, i.e.,

DKL(ω(t)|ε→) ↓ e↑ε̂t
H0. (shape convergence)

The mass variable z(t) converges to the target mass z→ exponentially, i.e.,

|z(t)↔ z→| ↓ max{z0, z→}

∣∣∣∣log
(
z0

z→

)∣∣∣∣ e
↑ωt +H0

e↑ε̂t
↔ e↑ωt

ϖ ↔ ϑ̂
. (mass convergence)

Note that the convergence rate of the shape ω(t) to the limiting shape ε→ is dominated by
the transport part alone, with an exponential decay rate ϑ̂ = ϑCLSI. The total mass can
only be changed by the growth through the Hellinger dissipation. Hence, the decay rate is
simply ϖ, but it may be delayed by e↑ε̂t if the shape converges only slowly.

Combining the results of Proposition 5.6 and Proposition 5.7, we can now provide the
global exponential decay analysis for the HK-KL gradient flow in the sense of the Hellinger
distance.

Theorem 5.8 (Convergence to equilibrium via shape-mass analysis) The following
convergence estimate in the Hellinger distance holds

He(µ(t),ε) ↓

(
max{z1/2

0
, z

1/2

→ }

2
H

1/2

0
+ z

1/2

→

(
g

((
z0

z→

)
1/2

)
+

1

ϑ̂

))
e↑ϑt for t > 0,

(5.7)
where ϱ = min

{
ϖ, ϑ̂/2

}
and g(a) = max{log(1/a), a↔1} ↗ 0.
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In the following result, we can see two contributions to the convergence of µ(t) = z(t)ω(t) to
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measure, a.k.a. the shape. We now detail the results of the shape-mass analysis for the
HK-KL gradient flow.

We first provide the convergence of the mass variable z(t) to the target mass z→.
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Setting H0 = DKL(ω(0)|ε→) and ϑ̂ = ϑcLSI-P , we now deliver the convergence of the
shape ω(t) to the target shape ε→ and the mass z(t) to the target mass z→.

Proposition 5.7 (Shape and mass convergence) The normalized probability measure
ω(t) = 1

z(t)
µ(t) (the shape) converges to the target ε→ exponentially in KL divergence along

the HK gradient flow, i.e.,

DKL(ω(t)|ε→) ↓ e↑ε̂t
H0. (shape convergence)

The mass variable z(t) converges to the target mass z→ exponentially, i.e.,

|z(t)↔ z→| ↓ max{z0, z→}

∣∣∣∣log
(
z0

z→

)∣∣∣∣ e
↑ωt +H0

e↑ε̂t
↔ e↑ωt
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Note that the convergence rate of the shape ω(t) to the limiting shape ε→ is dominated by
the transport part alone, with an exponential decay rate ϑ̂ = ϑCLSI. The total mass can
only be changed by the growth through the Hellinger dissipation. Hence, the decay rate is
simply ϖ, but it may be delayed by e↑ε̂t if the shape converges only slowly.

Combining the results of Proposition 5.6 and Proposition 5.7, we can now provide the
global exponential decay analysis for the HK-KL gradient flow in the sense of the Hellinger
distance.

Theorem 5.8 (Convergence to equilibrium via shape-mass analysis) The following
convergence estimate in the Hellinger distance holds

He(µ(t),ε) ↓

(
max{z1/2

0
, z

1/2

→ }
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0
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1/2

→
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and g(a) = max{log(1/a), a↔1} ↗ 0.
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Figure 7: See Proposition 5.2 for the details of the functional inequality and Otto-
Wasserstein flow of positive measures. In this plot, the density ratio dω

dε
is a

constant. Hence, there is no “Otto-Wasserstein gradient” to drive the curve from
ω towards ε. When initialized at µ, the Otto-Wasserstein flow drives the curve
towards ω.

Proposition 5.3 (Generalized log-Sobolev inequality on M
+) Suppose the logarith-

mic Sobolev inequality (LSI) holds with a positive constant cLSI-P > 0 when restricted to
probability measures (i.e. µ and ε are probability measures). Then, the following inequality
holds for the Otto-Wasserstein gradient flow over the positive measures M

+:
∫ ∣∣∣∣→ log

dµ

dε

∣∣∣∣
2

dµ ↑ cLSI-P ·

(
DKL (µ|ε)↓ (z log z ↓ z + 1)

)
, (LSI-M+)

where z := µ(!) is the total mass of the measure µ. Moreover, we have

∫ ∣∣∣∣→ log
dµ

dε

∣∣∣∣
2

dµ ↑ cLSI-P ·DKL (µ|z · ε) . (5.2)

The intuition here is that the Otto-Wasserstein gradient flow, viewed as a mass-preserving
flow with total mass µ(!), satisfies the LSI type inequality. This is illustrated in Figure 7.

Proof of Proposition 5.3. We have the logarithmic Sobolev inequality (LSI) for the
probability measures µ̃ := 1

z
· µ where z := µ(!) is the mass of µ,

∫
dµ̃

dε

(
→ log

dµ̃

dε

)
2

dε ↑ cLSI-P ·DKL(µ̃|ε).
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In the following result, we can see two contributions to the convergence of µ(t) = z(t)ω(t) to
ε = z→ε→, where z→ := ε(!) is the total mass of the target measure and ε→ is a probability
measure, a.k.a. the shape. We now detail the results of the shape-mass analysis for the
HK-KL gradient flow.

We first provide the convergence of the mass variable z(t) to the target mass z→.

Proposition 5.6 (Solution of the mass equation) The equation of mass (Mass-HK)
admits the explicit solution

z(t) = z→

(
z0

z→

)
e
→ωt

e↑h(t)
. (5.6)

where h(t) =
∫
t

0
e↑ω(t↑s)DKL(ω(s)|ε→)ds is an auxiliary function.

If DKL(ω(s)|ε→) → 0 for t → ↑, then h(t) → 0 and z(t) → z→.

Setting H0 = DKL(ω(0)|ε→) and ϑ̂ = ϑcLSI-P , we now deliver the convergence of the
shape ω(t) to the target shape ε→ and the mass z(t) to the target mass z→.

Proposition 5.7 (Shape and mass convergence) The normalized probability measure
ω(t) = 1

z(t)
µ(t) (the shape) converges to the target ε→ exponentially in KL divergence along

the HK gradient flow, i.e.,

DKL(ω(t)|ε→) ↓ e↑ε̂t
H0. (shape convergence)

The mass variable z(t) converges to the target mass z→ exponentially, i.e.,

|z(t)↔ z→| ↓ max{z0, z→}

∣∣∣∣log
(
z0

z→

)∣∣∣∣ e
↑ωt +H0

e↑ε̂t
↔ e↑ωt

ϖ ↔ ϑ̂
. (mass convergence)

Note that the convergence rate of the shape ω(t) to the limiting shape ε→ is dominated by
the transport part alone, with an exponential decay rate ϑ̂ = ϑCLSI. The total mass can
only be changed by the growth through the Hellinger dissipation. Hence, the decay rate is
simply ϖ, but it may be delayed by e↑ε̂t if the shape converges only slowly.

Combining the results of Proposition 5.6 and Proposition 5.7, we can now provide the
global exponential decay analysis for the HK-KL gradient flow in the sense of the Hellinger
distance.

Theorem 5.8 (Convergence to equilibrium via shape-mass analysis) The following
convergence estimate in the Hellinger distance holds

He(µ(t),ε) ↓

(
max{z1/2

0
, z

1/2

→ }

2
H

1/2

0
+ z

1/2

→

(
g

((
z0

z→

)
1/2

)
+

1

ϑ̂

))
e↑ϑt for t > 0,

(5.7)
where ϱ = min

{
ϖ, ϑ̂/2

}
and g(a) = max{log(1/a), a↔1} ↗ 0.
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Kernel methods and MMD

H is the reproducing kernel Hilbert

space (RKHS), which satisfies

f (x) = →f , k(x , ·)↑H, ↓f ↔ H, x ↔ X

Integral operator Kω : L2(ω) ↗ L2(ω):

Kωg(x) :=

∫
k (x , x →) g (x →) dω (x →)

Maximum-mean discrepancy (MMD) [Gretton et al., 2012]

MMD(µ0, µ1) :=

∥∥∥∥
∫

k(x , ·)dµ0 →
∫

k(x , ·)dµ1

∥∥∥∥
H

=

√∫ ∫
k(x , x →) d(µ0 → µ1)(x) d(µ0 → µ1)(x →)

= sup

↑f ↑H↓1

∫
f d(µ0 → µ1)

Forward (incl.) KL inference as kernelized Wasserstein flows

min
µ→A↑P

DKL(ω|µ).

Preferable to DKL(µ|ω).Existing algorithms are based on heuristics

[Minka 2013; Naesseth et al. 2020; Jerfel et al. 2021; McNamara et al.

2024; Zhang et al. 2022; ...]

Wasserstein gradient flow [Z. 2024]: µ̇ = div

(
µ→

(
1↑ dω

dµ

))

Not implementable due to →(1↑ dω/ dµ).

Kernel approx. [Z. 2024; Gladin et al. & Z. NeurIPS 2024]:

µ̇ = div

(
µ→

∫
k(z , ·)

(
1↑ dω

dµ
(z)

)
dµ(z)

)

Theorem. The PDE has gradient structure:{
Energy functional : 1

2
MMD2(·,ω)

Geometry : Wasserstein
MMD

2
(µ,ω) = Ex,y→µk(x, y) + Ex,y→ωk(x, y) ↓ 2Ex→µ,y→ωk(x, y)



MMD as “de-kernelized” Hellinger distance
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Dyanmic formulation of MMD: “straight line” geodesics

MMD2(µ, ν) = min

(Z 1

0
‖ξ‖2

H
dt

����� u̇ = −K−1ξ, u(0) = µ, u(1) = ν

)
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MMD Hellinger

kernelize
ωF
ωµ [µ]
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Wasserstein Stein
kernelize → ωF

ωµ [µ]
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MMD Hellinger

kernelize
ωF
ωµ [µ]



Forward (incl.) KL inference as kernelized Wasserstein flows
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min
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DKL(ω|µ).
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Unbalanced transport gradient flows of forward (incl.) KL inference

Note: choosing the Stein kernel, we can also perform score-based inference
Z. Inclusive KL Minimization: A Wasserstein-Fisher-Rao Gradient Flow Perspective
Gladin et al. & Z. Interaction-Force Transport Gradient Flows
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Flow in the MMD space  kernelized Hellinger/Fisher-Rao=

Minimize the MMD in the HK/WFR:

min
µ→P

{
F (µ) := MMD2(µ,ω)

}

µ̇ = →ε ·G↑1
W (µ)

ϑF

ϑµ
[µ]→ ϖ ·G↑1

He (µ) ↑K
↑1
µ

ϑF

ϑµ
[µ]

[ZM’24]
= →ε ·G↑1

W (µ)
ϑF

ϑµ
[µ]→ ϖ ·G↑1

MMD

ϑF

ϑµ
[µ]

F=MMD2

= ε · div

(
µ

∫
↓2k(x , ·)d (µ→ ω) (x)

)
→ ϖ · (µ→ ω)

Gladin et al. & Z. Interaction-Force Transport Gradient Flows
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Analysis of interaction-force transport gradient flows

Theorem [Gladin et al. & Z, 2024] Suppose F = 1

2
MMD2(·,ω). Then

the following functional inequality holds globally →µ ↑ P:

ε

∥∥∥∥↓
ϑF

ϑµ
[µ]

∥∥∥∥
2

L2
µ

+ ϖ

∥∥∥∥
ϑF

ϑµ
[µ]↔

∫
K

→1 ωF
ωµ [µ]

∫
K→11

∥∥∥∥
2

H

↗ c ·

(
F (µ(t))↔ inf

µ
F (µ)

)

with a constant c ↗ 2ϖ > 0. Consequently, the solution of the IFT

gradient flow satisfies

MMD(µt ,ω) ↘ e→εt
·MMD(µ0,ω).

In addition, KL decays globally under the usual Bakry-Émery/LSI.

Gladin-Dvurechensky-Mielke-Z. Interaction-Force Transport Gradient Flows



Application 2



Robust learning under distribution shifts [Z. et al. AISTATS
2021, AISTATS 2023, ...]

Empirical risk minimization min
ω

1

N

N∑

i=1

ω(ε, [xi , yi ])

xi , yi → P0: data sample. ε: learning parameter e.g. DNN weights.

What if the test

data distribution

shifts from P0?

Distributionally robust optimization (DRO) min
ω

sup
µ→A↑P

Eµω(ε, [X , Y ])

A =
{

µ ↑ P
∣∣ D(µ|P̂N) ↓ ϑ

}

P̂N = 1

N

∑N
i=1

ϖxi : empirical dist.

D: divergence between measures

Wasserstein DRO [Esfahani &

Kuhn 2018; Sinha et al. 2017] loss

ω: (p/w) quadratic, logistic, etc.

Kernel DRO [Z. et al. AISTATS

2021, 22. . . ] for general nonlinear

loss in ML
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D: divergence between measures

Wasserstein DRO [Esfahani &

Kuhn 2018; Sinha et al. 2017] loss

ω: (p/w) quadratic, logistic, etc.

Kernel DRO [Z. et al. AISTATS

2021, 22. . . ] for general nonlinear

loss in ML

Wasserstein DRO: exploit c-transforms of special 
loss functions in ML [Esfahani-Kuhn et al., etc.]



Joint entropy-regularization

OTω (!|µ0, µ1) :=

{∫
c(x0, x1)d! (x0, x1) + ω”(!)

∣∣∣∣

ε0(dx0) := ! (dx0,#) , ε1(dx1) := ! (#, dx1)

}
,

W
2
ω (µ0, µ1) = inf

!→M+(”↑”)
OTω (!|µ0, µ1)

Modern rivival of optimal transport [Cuturi et al.]

Entropic Regularization [Wilson’69]

80

EMD Entropy

Discrete analog:  Cuturi, NIPS 2013

�
µ

⌫

P�

Note: Unique optimal solution because of strong concavity of entropy

Def. Regularized Wasserstein, � � 0

W�(µ,⌫)
def
= min

P2U(a,b)
hP ,MXY i � �E(P )

⇡ “y = T (x)”



Optimization problem of robust classification in entropic OT



Optimization problem of robust classification in entropic OTmin
ω

max
ε→P

∫
ω(ε, z)dϑ(z)→ 1

2ϑW
2
ϖ (ϑ, ϑ̂N)

min
ω

max
ε→P

∫
ω(ε, z)dϑ(z)→ 1

2ϑW
2
2 (ϑ, ϑ̂N)(a) SVGD (b) RGO

(c) MultiLD (d) WDRO

Figure 4: Comparison of worst-case samples generated by di!erent DRO methods at the final epoch.
The original data points are shown as circles (’o’) and the perturbed samples as crosses (’x’).

Figure 5: Decision Boundary Comparison for all methods.

6.4 Adversarial Multi-class Logistic Regression

Adversarial machine learning is an emerging topic in artificial intelligence, aiming to develop models
that are robust against (potentially adversarial) data perturbations. It has been observed that small
perturbations to the data can cause well-trained machine learning models to produce unexpectedly in-
accurate predictions. In real applications involving high-stake environments, such as self-driving and
automated tumor detection, ensuring model robustness is essential for reliability and safety. Among
existing approaches that produce robust machine learning models, distributionally robust optimization
(DRO) stands out as a particularly e!ective method. In this subsection, we examine the performance of
various Sinkhorn DRO (SDRO) training approaches for multi-class logistic regression with data pertur-
bations, comparing them against a standard Sample Average Approximation (SAA) baseline. Given a
feature vector x → Rd and its one-hot label vector y → {0, 1}C , we define the negative log-likelihood loss
as:

hB(x, y) = ↑yTBTx+ log(1T eB
T x)

13



Optimization problem of robust classification in entropic OTmin
ω

max
ε→P

∫
ω(ε, z)dϑ(z)→ 1

2ϑW
2
ϖ (ϑ, ϑ̂N)

min
ω

max
ε→P

∫
ω(ε, z)dϑ(z)→ 1

2ϑW
2
2 (ϑ, ϑ̂N)(a) SVGD (b) RGO

(c) MultiLD (d) WDRO

Figure 4: Comparison of worst-case samples generated by di!erent DRO methods at the final epoch.
The original data points are shown as circles (’o’) and the perturbed samples as crosses (’x’).

Figure 5: Decision Boundary Comparison for all methods.
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Adversarial machine learning is an emerging topic in artificial intelligence, aiming to develop models
that are robust against (potentially adversarial) data perturbations. It has been observed that small
perturbations to the data can cause well-trained machine learning models to produce unexpectedly in-
accurate predictions. In real applications involving high-stake environments, such as self-driving and
automated tumor detection, ensuring model robustness is essential for reliability and safety. Among
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Figure 1: Experimental results on synthetic data. The training data are shown as orange (positive class)
and blue (negative class) points. The final classification boundaries are shown for the MultiLD (seagreen)
and Sinha (purple) models. Both robust methods learn symmetric boundaries that are pushed outwards
from the negative class, hedging against worst-case perturbations despite the training data imbalance in
the first quadrant.

(a) MultiLD (b) WDRO

Figure 2: this image still doesn’t make any sense to me. what’s the point of plotting a decision boundary
when it does separate anything?Comparison of worst-case perturbed samples generated by MultiLD and
WDRO at the first epoch. The original data points are shown as circles and the worst-case samples are
shown by crosses.

of class 1 as p(y = 1|x; ω, b) = ε(ωTx + b), where ε(z) = 1/(1 + e→z) is the sigmoid function. The loss
function employed is the binary cross-entropy (logistic loss):

ϑω,b((x, y)) = →[y log(ε(ωTx+ b)) + (1→ y) log(1→ ε(ωTx+ b))].

We need to solve the minimax problem:

min
ω,b

sup
P
{E(x,y)↑P[ϑω,b((x, y))]→ ϖWε,c(P, P̂)},

where P̂ is the empirical distribution from N training samples {(xi, yi)}Ni=1 and c(z, z↓) = ↑x → x↓↑22 +
↓ · 1{y ↔= y↓}.

Data Generation An initial pool of data points (xi, yi) is generated, where features xi ↗ R2 are
drawn i.i.d. from a standard normal distribution N (0, I2). Labels yi ↗ {0, 1} are assigned based on the
rule: yi = 1 if xi

1 → 2xi
2 + 0.1ϱi > 0, and yi = 0 otherwise, where ϱi ↘ N (0, 1) introduces noise. To
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Generate a “worst-case” sample y → ω→ (The JKOω-solution)

ω→ ↑ argmin
ω↑P

∫
V dω + 1

2ε W
2
ϑ (ω, ω0)

The conditional distribution of Y |X = x has a nice structure, with both

transport and birth-death interpretation

1. sample x → ω0,

2. sample

y → ω→Y |X=x(y) ↓ exp
[
↔

1
ϑ

(
εV (y) + c(y , x)

)]

“Proximal distribution”:

ω→Y |X=x(y) ↓ exp
[
↔

ε
ϑV (y)↔ 1

ϑ c(y , x)
]
.

The sampling scheme:
Generate a “worst-case” sample y → ω→ (The JKOω-solution)

ω→ ↑ argmin
ω↑P

∫
V dω + 1

2ε W
2
ϑ (ω, ω0)

The conditional distribution of Y |X = x has a nice structure, with both

transport and birth-death interpretation

1. sample x → ω0,

2. sample

y → ω→Y |X=x(y) ↓ exp
[
↔

1
ϑ

(
εV (y) + c(y , x)

)]

“Proximal distribution”:

ω→Y |X=x(y) ↓ exp
[
↔

ε
ϑV (y)↔ 1

ϑ c(y , x)
]
.

The sampling problem:

1. sample x → ω0

2. sample y → ωY |X=x



Generate a “worst-case” sample y → ω→ (The JKOω-solution)

ω→ ↑ argmin
ω↑P

∫
V dω + 1

2ε W
2
ϑ (ω, ω0)

The conditional distribution of Y |X = x has a nice structure, with both

transport and birth-death interpretation

1. sample x → ω0,

2. sample

y → ω→Y |X=x(y) ↓ exp
[
↔

1
ϑ

(
εV (y) + c(y , x)

)]

“Proximal distribution”:

ω→Y |X=x(y) ↓ exp
[
↔

ε
ϑV (y)↔ 1

ϑ c(y , x)
]
.

The sampling scheme:
Generate a “worst-case” sample y → ω→ (The JKOω-solution)

ω→ ↑ argmin
ω↑P

∫
V dω + 1

2ε W
2
ϑ (ω, ω0)

The conditional distribution of Y |X = x has a nice structure, with both

transport and birth-death interpretation

1. sample x → ω0,

2. sample

y → ω→Y |X=x(y) ↓ exp
[
↔

1
ϑ

(
εV (y) + c(y , x)

)]

“Proximal distribution”:

ω→Y |X=x(y) ↓ exp
[
↔

ε
ϑV (y)↔ 1

ϑ c(y , x)
]
.

The sampling problem:

1. sample x → ω0

2. sample y → ωY |X=x



Generate a “worst-case” sample y → ω→ (The JKOω-solution)

ω→ ↑ argmin
ω↑P

∫
V dω + 1

2ε W
2
ϑ (ω, ω0)

The conditional distribution of Y |X = x has a nice structure, with both

transport and birth-death interpretation

1. sample x → ω0,

2. sample

y → ω→Y |X=x(y) ↓ exp
[
↔

1
ϑ

(
εV (y) + c(y , x)

)]

“Proximal distribution”:

ω→Y |X=x(y) ↓ exp
[
↔

ε
ϑV (y)↔ 1

ϑ c(y , x)
]
.

The sampling scheme:
Generate a “worst-case” sample y → ω→ (The JKOω-solution)

ω→ ↑ argmin
ω↑P

∫
V dω + 1

2ε W
2
ϑ (ω, ω0)

The conditional distribution of Y |X = x has a nice structure, with both

transport and birth-death interpretation

1. sample x → ω0,

2. sample

y → ω→Y |X=x(y) ↓ exp
[
↔

1
ϑ

(
εV (y) + c(y , x)

)]

“Proximal distribution”:

ω→Y |X=x(y) ↓ exp
[
↔

ε
ϑV (y)↔ 1

ϑ c(y , x)
]
.

The sampling problem:

1. sample x → ω0

2. sample y → ωY |X=x



Robustness via interacting/coupled gradient flows



View the optimization problem as a game

min
ω

max
x

f (ω, x)

descent-ascent interacting/coupled gradient flow

ω̇ = →↑ωf (ω, x)

ẋ = ↑x f (ω, x)

[Lin et al, Conger et al, Xu et al., Dvurechensky & Z., . . . ]
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Robustness via interacting/coupled gradient flows

❌ we will avoid doing this directly in the entropic OT geometry



A gradient-flow approach to ent-OT distributional robustness

Main Insight: Two Equivalent Proximal Views

Transport (Wasserstein) proximal:

ωY |X=x → argmin
ω

KL

(
ω
∣∣∣ 1
Z e

→
εV
ϑ

)
+ 1

2ϑ W
2
2 (ω, εx)

Fisher–Rao (KL) proximal:

ωY |X=x → argmin
ω

∫
V dω+ ϑ

ε KL
(
ω
∣∣N (x , ϑI )

)

General energy functional:

ωY |X=x → argmin
ω

{
J(ω) :=

∫
V dω+

1

2ϖ
W

2
2 (ω, εx) +

ϑ

ϖ

∫
ω log ω

}
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ω̇ = →KDJ(ω)

Let

Ṽx,ω (y) := V (y) + 1
2ω c(y , x)

abbreviated as Ṽ . The gradient estimator, e.g., when c is squared cost, is

↑Ṽx,ω (y) = ↑V (y) +
y → x

ε

Define the Gradient flow energy functional (sec 4.3.2 [Chen et al.

Improved analysis])

Jx,ω,ε(ω) :=

∫
V dω+

1

2ε
W

2
2 (ω, ϑx) +

ϖ

ε

∫
ω log ω

Jx,ω : ω ↓↔

∫
Ṽx,ω dω+

ϖ

ε

∫
ω log ω

which is a KL-divergence **Lemma** Jx,ω is the obj of the **conditional

variational problem**

J(ω) = KL(ω |
1
Z exp(→ ω

ε Ṽ )) for Ṽx,ω (y) := V (y) + 1
2ω c(y , x)

It is displacement convex if the function Ṽ is convex.
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consider the gradient system (P, J,K)



DRO via sampling

min
ω

max
ε→P

∫
ω(ε, z)dϑ(z)→ 1

2ϑW
2
ϖ (ϑ, ϑ̂N)

Transport from X ↑ ϑ̂N to Y ↑ ϑ

Algorithm. Iterate the following steps:

1. generate samples from desired distribution yi ↑ ϑY |X=xi

• sample xi ↑ ϑ̂N

• sample yi ↑ ϑY |X=xi ↓ exp
[
ϑ
ϖ ω(ε

k , y)→ 1
ϖ c(y , xi )

]

2. gradient step on ε

εk+1
↔ εk → ϖ

1

N

N∑

i=1

↗ωω(ε
k , yi )
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(a) WRM Perturbations (b) WGF Perturbations (c) WFR Perturbations

Figure 7: Visualization of perturbed samples (gray-edged smaller circles) generated from original data
(black-edged bigger circles) against the SAA boundary at the final inner step. WRM only generates
significant perturbations for samples very near boundary, while WGF and WFR successfully generate
diverse and challenging samples for samples relatively distant from the boundary.

8.5 Adversarial Multi-class Logistic Regression

Adversarial machine learning is an emerging topic in artificial intelligence, aiming to develop models
that are robust against (potentially adversarial) data perturbations. It has been observed that small
perturbations to the data can cause well-trained machine learning models to produce unexpectedly in-
accurate predictions. In real applications involving high-stake environments, such as self-driving and
automated tumor detection, ensuring model robustness is essential for reliability and safety. Among
existing approaches that produce robust machine learning models, distributionally robust optimization
(DRO) stands out as a particularly e!ective method. In this subsection, we examine the performance of
various Sinkhorn DRO (SDRO) training approaches for multi-class logistic regression with data pertur-
bations, comparing them against a standard Sample Average Approximation (SAA) baseline. Given a
feature vector x → Rd and its one-hot label vector y → {0, 1}C , we define the negative log-likelihood loss
as:

hB(x, y) = ↑yTBTx+ log(1T eB
T x)

where B := [w1, . . . , wC ] denotes the parameters of the linear classifier. Let P̂ be the empirical distri-
bution from training samples. Since testing samples may have slightly di!erent data distributions than
the training samples, the DRO model aims to solve the following optimization problem to mitigate the
impact of data perturbations:

min
B

max
P→Bω,ε(P̂)

E(x,y)↑P[hB(x, y)]

It is assumed that the data perturbation only happens for the feature vector x but not the label y. We
conduct experiments on the CIFAR-10 dataset. We pre-process the dataset using a ResNet-50 network
pre-trained on the ImageNet dataset to extract 512-dimensional linear features. Since this network has
learned a rich set of hierarchical features from the large and diverse ImageNet dataset, it typically extracts
useful features for other image datasets. To evaluate model robustness, we add l2-norm adversarial
projected gradient descent (PGD) attacks to the test dataset. The level of perturbation, denoted by
”, is normalized by the average l2 norm of the feature vectors from the testing dataset. We use the
mis-classification rate (test error) on the perturbed testing dataset to measure the performance of the
obtained classifiers. For our experiments, the hyperparameters specific to the compared methods are
configured as follows:

• SAA: Standard training with no DRO component.

• SVGD: The inner stepsize is 0.1, and the number of iterations for the particle update is Nitr = 20.

• RGO: The number of inner iterations is 50, and the learning rate for solving the subproblem is
0.01.

• WGF: The inner stepsize is 0.01, and the number of iterations is Nitr = 50.

• WRM: Use gradient descent to optimize the inner problem. The stepsize for finding the worst-case
perturbation is 0.01, and the number of iterations is 50.

• Dual: Use RT-MLMC(Wang et al., 2021) to generate samples, with a maximum level of 5.
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PDE analysis ↔  dynamics of optimization, sampling, inference
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Insight on the variational principle:
kernel methods vs information geometry

Theorem [Z, 2024] Suppose the kernel k is bounded and integrally strictly

positive definite. Then, the solutions of the following variational problems

coincide:

min
µ→P

1

2
MMD2(µ,ω) +

1

2ε
MMD2(µ, µl).

argmin
µ→P

DKL(ω|µ) +
1

ε
DKL(µ

l
|µ).

Z. Inclusive KL Minimization: A Wasserstein-Fisher-Rao Gradient Flow Perspective



JKO splitting scheme

The PDE

µ̇ = ω · div

(
µ→

∫
k(x , ·) d (µ↑ ε) (x)

)
↑ϑ · (µ↑ ε)

can be simulated using the JKO scheme

µω+1

2 ↓ argmin
µ→P

F (µ) +
1

2ϖ
W 2

2
(µ, µω), (Wasserstein step)

µω+1
↓ argmin

µ→P

F (µ) +
1

2ϱ
MMD2(µ, µω+1

2 ), (MMD step)

for F (µ) = 1

2
MMD2(µ,ε).



We keep track of the particles by their location xωi and their weight ωω
i .

Location update. For every particle location xωi → µω,

xω+1

i = xωi ↑ ε ·↓ϑµ MMD2
[
µω
] (

xωi
)
, i = 1, . . . , n,

where

↓ϑµ MMD2 [ϖ] (x) =

∫
↓xk(z , x) d (ϖ(z)↑ ϱ(z))

↔

nω∑

j=1

↓xk(zj , x)↑
nε∑

j=1

↓xk(yj , x)

where the samples are drawn according to zj → ϖ and yj → ϱ.

Weight update.

ωω+1

i ↗ ωω
i · exp

(
↑ς · ϑµ MMD2

[
µω
] (

xω+1

i

))

Interaction-Force Transport flow implementation


